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ABSTRACT 

There is a cheap, practicable way to generate energy from fusion. An 

input pulse of at least 20 MJ X-rays to the capsule is possible (two orders 

of magnitude greater than the National Ignition Facility achieved): this is 

known from both theory and experiment to be ample for fusion ignition. 

The method is similar to the NIF: a fuel capsule implodes within a 

hohlraum. However the hohlraum is heated not by lasers, but by the 

impact of fast pellets. A related idea was proposed before powerful lasers 

existed[1], and charged microspheres have been fired at ultravelocity from 

modified particle accelerators since the 1960s. However, a key enabling 

technology did not exist at that time. It is now possible, using COTS-

available equipment, to track and adjust the position and orientation of 

many thousands of pellets individually as they fly down a long beamline. 

This is a multipotent enabler. 

• Fibers can be used as pellets, with better charge/mass ratio. 

• Pellets catch up together during flight through a long vacuum pipe, 

so an accelerator of modest power can provide a very high peak 

input. A train of pellets launched over ~1 millisecond can arrive 

within a span of nanoseconds or less, a peak multiplication factor of 

1 million. This compares with 5,000 for the latest heavy ion 

accelerator.[2] 

• The pellets are discharged by stages as they travel, so mutual 

repulsion at convergence is eliminated. Successively smaller course 

corrections fine-tune their trajectories with increasing precision: 

they arrive in a precisely tailored spatio-temporal pattern.  

• Only pinhole access to the detonation site is required. Detonation 

can take place completely surrounded by flowing lithium, which 

captures all neutrons and energy produced from DT fusion, 

breeding tritium to close the fuel cycle. 

Unlimited clean energy can be produced by plant of modest cost. 
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1. MANAGEMENT SUMMARY 

1.1 Background 

The NIF has fallen well short of ignition. However it is known from the 

Centurion-Halite experiments performed circa 1990 that 20 MJ of 

absorbed X-ray energy can certainly implode and ignite a deuterium-

tritium fuel capsule. These experiments used X-rays tapped from 

underground nuclear tests whose details remain classified, but key 

findings were leaked circa 2000 by scientists critical of the National 

Ignition Facility. These include failure of the LASNEX code to accurately 

model plasma behaviour in these conditions, and failure to achieve 

ignition below 20 MJ X-ray energy imparted to the capsule. 

This implies that an NIF-style approach might require 100 MJ or more of 

input laser energy, an impractical amount. NIF currently uses a 1.5 – 2 MJ 

laser pulse which delivers a few hundred kJ of X-rays to a 2.26mm 

diameter fuel capsule via a hohlraum. 

However an alternative technology can readily provide 100 MJ input or 

more, at far higher efficiency and far lower capital cost than is possible 

with lasers. Charged microspheres have often been fired from modified 

particle accelerators at speeds ~100 km/sec to test spacecraft meteor 

shields. A speed only a few times higher is sufficient to ignite fusion via 

hohlraum. A suitable pellet type is long thin fibres, such as carbon fibres, 

which can take a much higher charge/mass ratio without breaking apart 

than microspheres of equivalent mass. 

1.2 Enabling Technology 

The key technique which makes the approach now possible is active 

guidance of the charged pellets, both within the accelerator and in free 

flight. This is necessary as traditional focussing techniques, e.g. using 

quadrupole lenses, are not sufficient for this application. 
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1. Active guidance permits a closely spaced line of charged pellets to 

be fired through an AC accelerator without mutual repulsion 

pushing them away from the centerline. 

2. On emergence, the pellets, once partially discharged, can traverse a 

vacuum pipe of any desired length and strike a target with perfect 

accuracy. The accuracy is decoupled from the flightpath length 

because course corrections can be made during flight. 

The pellets are fired at successively higher speed so that they catch up 

together as they traverse the vacuum pipe. An accelerator of modest 

power and cost can thus provide an enormous peak input: for example if 

pellets fired over one millisecond arrive during one nanosecond, a 

millionfold power multiplication is achieved. 

Fast electronic switches which have become available courtesy of Moore’s 

Law make the technique practicable. The specific enabling technologies 

are power MOSFET solid state switches, which drive both the accelerator 

and the course adjustment electrodes; fast ADCs which detect pellet 

position at a very high reporting rate in ballistic flight; and CCD/CMOS 

camera chips with on-board processing, which in conjunction with laser 

strobe illumination determine pellet position with high accuracy within the 

accelerator. 

1.3 Example design 

A practical design for a power station uses an 800m vertical shaft. The top 

portion contains closely aligned linear accelerators 350m long. These fire 

pellets downward toward a chamber at the base of the shaft. Disposable 

lithium pipes containing the hohlraum-fuel capsule combo are dropped 

down the shaft to enter the 5m diameter chamber, which contains a 

lithium waterfall. As the hohlraum approaches the chamber centre, the 

accelerators fire streams of pellets which impact it there, generating X-

rays which drive implosion of fuel capsule containing 11 mg DT. Effectively 

all neutrons and energy produced are absorbed by the surrounding 

lithium, which is circulated through heat exchangers by electromagnetic 

pumps to extract the thermal energy. 
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The design consumes only lithium and deuterium, breeding sufficient 

tritium to close the fuel cycle. Tritium inventory is kept minimal by 

continuous extraction from the lithium melt. No other radioactives are 

produced. A secondary liquid metal circulation loop transports heat energy 

to the surface, where it is used to boil water to drive steam turbines. 

Each detonation produces 700 MJ net electric output of which 200 MJ is 

returned to drive the accelerator, so 10 detonations per second produce 

5 GW. The accelerator system has a capital cost of ~$30 per joule of pulse 

kinetic energy delivered, $3 billion for 100 MJ as required. This is 

equivalent to the cost of 2.5 year’s coal supply for a 5 GW power station. 

The cost of the power station itself (including steam turbines, generators, 

cooling towers, etc.) is similar to that of a coal-fired unit. 

Thus even on quite pessimistic assumptions, the system will be cost-

competitive with coal without subsidy. 
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2. EXAMPLE DESIGN TECHNICAL DETAILS 

2.1 Fuel capsule and hohlraum 

Input energy can ignite inertial confinement fusion in several ways. The 

most thoroughly studied produces a time-tailored pulse of X-rays to 

implode a fuel capsule. 

The NIF delivers up to 2 MJ laser energy at peak rate 0.5 PW to impart 

~0.2-0.4 MJ X-rays at peak temperature 300 e.v. to a 2.26 mm diameter 

spherical capsule containing 0.17mg DT. It currently falls short of ignition. 

Centurion-Halite delivered 20 MJ X-rays to a target of unknown size, and 

did achieve ignition.[3] 

NIF’s shot N110620[4] used 1.42 MJ laser input to produce 4.27 keV 

central temperature and 0.89 g/cm2 areal density. The X-ray energy 

absorbed by the central capsule at 300 e.v. was not measured directly. 

Assume that cold fuel density and central temperature no better than this 

reference shot can be reached. If a 4x linear scale NIF capsule with overall 

diameter 9 mm is used, it has 16x the surface area and 64x the mass of 

the NIF capsule, containing 11 mg DT fuel. If the fuel is driven inward with 

the same implosion speed as the NIF shot to reach the same volumetric 

density, the areal density will be 4x greater from geometrical factors 

alone, 3.6 g/cm2, sufficient for ignition and burn of 30% of the fuel. This 

releases 1.2 GJ fusion energy. 

For the avoidance of doubt, we will deliver 20 MJ X-rays at temperature 

400 e.v. This is very generous, however: 

1. Large input energy simplifies the design, hence cost, of each fuel 

capsule and hohlraum. 

2. Large output energy reduces the number of detonations required, 

hence the number of fuel capsules and hohlraums used. 

3. Studies for Z-pinch designs have shown that chamber scaling laws 

favour large detonations: chamber size and cost increase only 

modestly, while the number of neutrons reaching the walls 

decreases exponentially with lithium thickness. 
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A suitable hohlraum is illustrated in Figure 1a (profile) and 1b (as seen 

from above). The high speed fibres enter via the toroidal chimney at the 

top to strike the collision ring, a washer also made of carbon. The fibres 

are 5 micron diameter Toray 1000 (the strongest commercially available), 

of average length 14 mm, mass 0.5 µg. Delivered at average speed 1000 

km/sec, delivery of 100 MJ kinetic energy requires total fibre mass 200 

mg, 400,000 individual fibres. The fibers are heated to plasma during 

transit of the chimney, so the oncoming mass is evenly distributed by the 

time it impacts the collision ring, which also turns to plasma during the 

process. 

The collision ring mass is 600 mg, so post-collision the combined plasma 

mass is 800 mg moving at 250 km/sec: its linear kinetic energy is 25 MJ. 

25% of the remaining 75 MJ is wasted as internal heat of the collision 

plasma at its final temperature 400 eV, calculated as follows. A particle of 

mass 1 amu, a proton or neutron, has temperature 1 eV at speed 14 

km/sec. A plasma of carbon has average particle mass 12/7 = 1.7 amu 

(its nuclei and electrons are independently moving particles among which 

equipartition of energy takes place) so it has temperature 1.7 e.v. at 

particle speed 14 km/sec. 

When the pellet cloud collides with a 3x greater mass at 1,000 km/sec, 

r.m.s. speed w.r.t. the centre of mass is 433 km/sec. The plasma created 

would therefore reach 1,625 eV if no energy were lost by radiation. Just 

under 25% of this energy quantity is present when the plasma reaches its 

actual final temperature 400 eV. 

The remaining 75%, 18.75 MJ, is emitted as X-rays. This is emitted 

equally from both sides, however most is ultimately radiated forward into 

the hohlraum due to 3 effects: 

• During most of the process, outward radiation is intercepted by the 

oncoming pellet mass, hence returned to the collision plasma. 

• In the final stages, most heat radiated outward strikes the walls of 

the chimney: about half of this is radiated back into the collision 

plasma. 
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• The top of the chimney is angled inward and coated on the inside 

with a high-z tamper material. This evaporates after the last pellet 

material has passed, to block the chimney with high-z material in 

the final stages. 

Thus at a conservative estimate, 75% of the emitted X-ray energy enters 

the hohlraum. Inside the hohlraum, the ratio of hohlraum wall area to fuel 

capsule surface area is 3:1, as compared to 12:1 for NIF hohlraums. Thus 

at a conservative estimate, 50% of the X-ray energy in the hohlraum will 

be absorbed by the capsule. 

So on quite conservative assumptions: 

100 MJ kinetic energy enters the chimney 

x .75 due to linear motion of the collision plasma 

x .75 due to heat remaining in the collision plasma 

x .75 due to X-rays emitted from the ‘wrong’ side of the collision plasma

 whose energy is never returned 

x .5  due to hohlraum wall absorption 

= 21 MJ absorbed by capsule. 

The plasma should be sufficiently opaque at the highest working 

temperature required, 400 eV, that heat radiates at a rate approaching 

that of a black body, but not so opaque that energy cannot escape 

quickly. (Higher opacity at lower temperature is acceptable.) Collision 

plasma area is 2 cm2, areal density 0.4 g/cm2. The Rosseland opacity of 

carbon[5] reduces from 1000 cm2/g at 50 eV to 2 cm2/g at 400 eV. So 

carbon plasma is exactly suitable. 

The pulse should vary with time qualitatively as shown in Figure 2, which 

relates to the National Ignition Facility: a constant pulse followed by a 

period of exponential rise. The fuel capsule can experience a temperature 

environment, an X-ray ‘bath’, identical to that planned for laser-driven 

fusion. However the internal mass distribution of the pellet cloud can be 

set to any desired values with exquisite precision in software alone, 

shaping the input pulse as desired. 
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Figure 2  Pulse variation with time[adapted from 6, p50] 

                W = watts received by capsule 
 eV = temperature (1 eV~11,600 K) 

 t1, t2 ~10 ns each for NIF 

 

 

 

 
 

 
 

 

The trailing edge pellets travel at 1100 km/s, so a 20 ns pulse duration 

corresponds to a pellet cloud length of 22 mm at the moment when the 

first pellets strike the collision mass. To ensure that the first fibers to 

strike are already spread out evenly as plasma, a thin membrane, e.g. 

2µm Mylar, is initially placed across the chimney above the collision mass. 

Note that in contrast to similar systems using ions, the effect of inter-

pellet repulsion on convergence is negligible. One way to see this is to 

note that the fiber charge/mass ratio in SI units is 34. For a proton 

nucleus, it is ~108. 

If a fully charged fibre were at one centimeter distance from a group of all 

the others, the mutual repulsion would be 100 N, and the energy required 

to bring the single fibre in from infinity 1 Joule: the fibre would have to be 

fired in at 63 km/sec to reach this point stationary. This is approximately 

the r.m.s. speed at which the fibres converge. However in practice the 

fibers are at least 99% discharged by this point, so this ‘inverse escape 

velocity’ will be less than 1 km/sec, ~1% of the convergence speed, 

affecting the fibre trajectories only by a fraction of a millimetre. 

Throughout the collision process, the collision plasma moves relative to 

the original position of the fixed mass due to conservation of momentum, 

reaching a final speed of 250 km/sec = 250 µm/ns. However most of the 

pellet mass arrives in the final couple of nanoseconds, due to the need to 

provide an exponentially increasing energy delivery, so average speed is 

<0.1 mm/ns for a total recoil distance of at most a few mm. 
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Note that rocket-exhaust evaporation from the surface of the fuel capsule 

protects it from any interaction with fast-moving particles from the 

collision plasma. 

 

2.2 Accelerator and pellets 

Modified particle accelerators have been used since the 1960s to fire iron 

microspheres to ultravelocity ~100 km/s. A landmark Los Alamos 

design[7] included chicane-style wiggles to exclude all material not of the 

correct mass and charge, so the accelerator remained clean of conducting 

dust and performed perfectly in continuous operation, even when the 

pellet source was a very imperfect monodisperse: commercially available 

iron microspheres of variable size contaminated with nanoparticles. 

For fusion, a speed several times higher is needed. To minimize 

accelerator length, pellet charge/mass ratio should be maximized. The 

pellets are given positive rather than negative initial charge, to avoid field 

effect electron current leakage. Maximum charge is then limited by two 

closely related effects: field effect evaporation of atoms from the surface, 

and burst-apart due to mutual charge repulsion. For short periods at 

ordinary temperatures, burst-apart is the limiting factor. 

Possible pellet choices are analysed in the Appendix. Toray T1000G is 

chosen for the example design because it is the strongest carbon fiber 

commercially available. It also has sufficiently high thermal conductivity, 

32 W/m.K, and low resistivity 1.4 x 10-5 Ωm, that fibers can be discharged 

rapidly on emergence from the accelerator without causing surface 

damage or plasma emission. Charge distributes evenly on the surface 

except very near the ends, where it rises to about double the average 

value in the last few microns. As the fibers are stiff and ride a field which 

is locally constant during acceleration, this should not cause problems.  

Allowing a tensile safety factor of 1.5, the fibres can carry charge/mass 

ratio of 34. The fibres used have average length 14 mm, mass 0.5 µg, 

charge 17 nC. Maximum surface field strength is ~2.0 V/Å, far below the 

threshold for field effect evaporation, which is 7-9 V/Å for carbon.[5] 
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Delivered at average speed 1000 km/sec, delivery of 100 MJ kinetic 

energy requires total fibre mass 200 mg, 400,000 individual fibres, with 

each fibre carrying ~250 J kinetic energy. 

To enter the hohlraum together (over a span of a few nanoseconds) pellet 

launch speeds vary from 900 to 1100 km/sec from start to end of the 

burst fired. The higher speed corresponds to acceleration through 18 GV 

potential difference. 

The accelerator needs to be of the AC type, in some respects resembling a 

fundamental particle accelerator. However the pellet speed is <1% 

lightspeed, so a drive frequency ~100 MHz can be used, which is much 

cheaper to provide. Also the electrodes do not act as RF resonant cavities 

(this only happens for the particle speed close to lightspeed) so the 

accelerator walls can be insulating rather than conducting. Of current 

designs, the accelerator most closely resembles the ‘dielectric wall’ under 

development at Lawrence Livermore[6] to fire relatively low energy nuclei 

for medical applications. An accelerator of this type, with independently 

switched electrodes, can keep each particle riding a wave of constant local 

gradient, so it continuously experiences the maximum possible 

accelerating force: for a mesoscopic pellet, there is the additional 

advantage that it does not suffer either vibration or induced surface 

current flow. 

Research for this design has shown that High Gradient Insulator, 

essentially thin layers of insulator alternating with conducting layers, can 

operate at several times the gradient of a conventional insulator, the 

limiting factor being surface flashover at the inner wall in vacuo. HGI can 

support a gradient[6, Figure 3] of 80 kV/mm for an 4 ns pulse (half-wave @ 

126 MHz), reducing to 20 kV/mm for a 5 µs pulse (half-wave @ 100 kHz). 

For simplicity, electrode spacing is assumed fixed along the length of the 

accelerator, 1.25 mm step if 5 phases are used and peak frequency at the 

fast end is 175 MHz. Frequency reduces markedly near the starting end 

where pellet speed is low, so flashover voltage gradient is lower there. 

Also, for convenience of handling, pellets do not have full charge initially: 

they are charged incrementally by passing close to appropriately shaped 
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supplementary electrodes in the first portion of the accelerator. (Note 

that, due to the high surface curvature of a small object, electrons can 

always flow easily from pellet to electrode, but not in general vice versa.) 

Because at constant acceleration the pellets would reach e.g. 10% of their 

full speed after transiting only 1% of the accelerator length, these effects 

increase overall length only slightly. However finite electrode width and a 

safety margin should also be allowed for. Effective mean drive gradient is 

taken as 50 kV/mm, so overall accelerator tube length is 360 metres. 

The design is based on the IXYS IXZ2210N50L[7], capable of 550W CW 

output at 175 MHz, whose price in bulk is ~$50/unit[8]. When used to 

provide pulse trains of length ~100 µs, it can deliver 4J ([7]Safe Operating 

Area graph, x 1.8 for model 2210 relative to 210). An individual tube can 

then launch 20,000 fibres, powered by 1.25 million MOSFETs driving 

250,000 electrodes. There are 5 MOSFETs per electrode, so electrodes can 

be switched individually. Alternatively, interleaved groups can be 

controlled together: fast MOSFETs can be linked with minimal snubbers. 

Output is fed into small open-core transformers to raise the voltage. A 

tube launches total energy 50 MJ, so 20 parallel tubes are required to 

provide 100 MJ. Each fibre train is 115 m long, so a ballistic flightpath of 

575 metres must be provided to allow the pellets to converge, giving 

total system length 935m. 

Pellets are provided by feeding long fibers which are chopped by laser 

pulse as they enter the accelerator. 900m: fiber is fed from multiple reels 

in parallel. 

Fibers travel with their long axes oriented parallel to one another and 

normal to the direction of acceleration. The electrodes are likewise parallel 

lines of conducting material in plates set just above and below the pellet 

flightpath. 

An important design detail concerns focusing. In a linear accelerator, 

charged particles must be kept focussed on the centerline despite their 

mutual repulsion. This is normally accomplished with electrostatic or 

electromagnetic lenses. However because in empty space the divergence 

of an electric or magnetic field, div E or div B, is zero, is not possible to 
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provide the equivalent of a simple convex lens. Hence second order 

effects must be used. Most commonly, quadrupole lenses are employed 

which focus in one direction and defocus in another. (E.g. if the particles 

travel vertically, a given quadrupole magnet might focus in the north-

south direction while defocusing in the east-west.) A series of quadrupole 

lenses each set at right angles to its predecessor produces a small 

second-order focusing effect in both directions. 

In this accelerator, mutual repulsion between the macroscopic pellets is 

too strong for second-order focusing to suffice. A system as shown in 

Figure 3 is therefore employed, with electrostatic quadrupoles that 

consistently focus in the vertical direction, and therefore tend to amplify 

any leftward or rightward displacement. This provides adequate vertical 

focusing by passive effect. However to counter left-right movement, active 

control must be employed. At suitable intervals, left-right position of the 

fibre is optically measured, e.g. by a CCD or CMOS chip with on-board 

processing, with illumination by laser strobe. An appropriate voltage 

differential between the left and right electrodes of subsequent 

quadrupoles is generated by fast switching as the fiber passes, to return it 

toward the centerline. 

 

Pellets reach maximum voltage, hence maximum tensile stress, while still 

travelling relatively slowly, so pellet failure at ultravelocity will be rare. 

However occasional such failures should be allowed for, which have the 

potential to become contagious as following pellets collide with the plasma 

produced. Individual accelerator tubes are therefore blastproofed, e.g. 

using kevlar wrapping or blastproof concrete shelves, so that a worst-case 

contagious failure will damage only one short length of one tube. 

+ 

+ 

̶  (+/- ∆) ̶  (+/- ∆) 

Figure 3 
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Overall electrical efficiency will be ~55%: the MOSFETs are ~65% 

efficient, with ~10% losses upstream and downstream. Even allowing for 

losses downstream of the MOSFETs, MOSFET cost is < $15/J kinetic 

energy: vastly less than that of equivalent lasers. 

On emergence from the accelerator, the pellets pass electrodes or 

electron beams which supply electrons to neutralise most of their charge. 

This is to prevent mutual repulsion, which becomes stronger as the pellets 

converge, from causing significant interaction. ~10% of the original 

charge is allowed to remain, so that the pellet can easily be detected and 

manipulated. This also provides enough self-repulsion to keep each fiber 

stretched taut. 

The fully charged fiber has potential 160 kV. Charge neutralisation 

releases energy ½QV, where potential V is initially ~160 KV, sufficient to 

raise the fiber temperature by ~2000K. This is however less than one-half 

the energy required to raise carbon to the 4000K at which it starts to 

sublime in vacuo. Provided the discharge is done over > 10 ns, there is 

time for heat to be conducted inward, avoiding any surface damage or 

plasma evaporation. 

Note that since heating the fiber would make it extend if unstressed, while 

reducing its charge reduces the tensile strength, these effects tend to 

cancel, reducing any oscillation induced. 

Note that the pellet is not heated by its initial charging up: ballistic 

electrons donate their energy to the target, not the source. 

The pellets traverse vacuum pipes which converge toward the target. Each 

pellet must arrive at a precisely specified time, position and orientation. 

Its course is therefore measured and corrected at ~3 points en route. 

Loops spaced around each pipe have a voltage induced in them as a fiber 

passes. 14-bit ADCs are commercially available at cost ~$75 for 80 msps 

(million samples per second)[9], so modest cost ADCs can measure the 

position of the ends of each fiber passing to ~1 micron accuracy. 

(For even higher precision, CCD or CMOS cameras with on-chip 

processing, with exposure controlled by strobe laser, can be used to 

report more detailed information.) 
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Shortly after each measurement station, the fibers pass through banks of 

individually switchable electrodes set around the tube, capable of 

producing field ~40 kV/mm in any desired direction. Individual electrodes, 

each a few mm in dimension, can be switched at >20 GHz using COTS-

available switches, so each fiber can receive independent adjustment. 

Even with charge reduced by 10 from its initial value, its course can be 

deflected ~1 microradian per metre transit. To change the direction of 

flight, hence arrival position, a lateral field is applied; to change speed, 

hence arrival time, a longitudinal field is applied; to induce or alter 

rotation, hence arrival orientation, a field whose intensity varies linearly 

across the tube is applied. 

After the final course correction, shortly before entering the hohlraum, 

charge on each fiber is reduced to a low value by a final electron beam. 

 

2.3 Reaction chamber and energy cycle 

A particular advantage of the system is that a vacuum chamber is not 

required for the fusion. By using a sacrificial projectile, a simple lithium 

tube, to protect the pellets during the final part of their journey, the 

detonation can take place surrounded by a lithium waterfall which 

provides 100 cm thickness of liquid lithium: 2m waterfall thickness if the 

lithium droplets are 50% space-filling. 

80% of the fusion energy released goes to heat the lithium by neutron 

interaction. The remaining 20% is in the form of energetic 

α-particles, which vaporise the hohlraum. Hohlraum mass is ~1g, so 

although the energy absorbed is 300 MJ, the associated momentum pulse 

is only <1000 kg.m/s, comparable to the blast from a hand grenade. This 

high-speed plasma loses almost all its kinetic energy as it strikes the 

droplets of the lithium waterfall, and while the associated outward 

momentum is not lost, it reaches the chamber wall as a relatively lengthy 

pulse of modest overpressure rather than an intense shock wave. 

The lithium is circulated through a heat exchanger by electromagnetic 

pump. Lithium has boiling point 1347°C and heat capacity 3.85 J/gK, with 

density 0.5 g/cc: in theory a flow of as little as 10 m3/sec could extract 
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enough heat to generate 5 GW electricity. In practice a slightly higher flow 

rate is used, both for thermodynamic efficiency and to provide the bulk 

which protects the chamber walls. 1m net lithium thickness gives a 

stainless steel chamber an indefinite working life.[14] 

Almost all neutrons produced are absorbed by the lithium to breed tritium. 
6Li absorbs a neutron to yield tritium. Initial high energy neutrons from 

the DT reaction can also be absorbed by 7Li to produce both a tritium 

atom and a lower energy neutron, which can breed a further tritium atom 

from 6Li. Natural lithium comprises a mixture of these isotopes, 7.5% 6Li 

to 92.5% 7Li: this ratio can easily be altered by fractional distillation. Thus 

it is straightforward to fine-tune the system to produce the exact quantity 

of tritium required for continued operation, in a closed fuel cycle. 

Figure 4 Reaction chamber 

 

The chamber is shown in Figure 4, as seen from above in cross-section: 

lithium injected in pulses to coincide with the detonations flows vertically 

down into the page, to collect in a sump. The sacrificial projectile 

comprises a simple tube, with the hohlraum containing the fuel capsule at 

the forward end. The projectile is fired into the reaction chamber at ~100 

m/s. The pellets subsequently travel through the vacuum preserved in the 

projectile interior to strike the hohlraum membrane. 
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The injection tube helps the projectile pass through the lithium waterfall 

without losing significant speed. While the chamber itself has indefinite 

life, the injection tube is inexpensive and can be replaced at regular 

intervals. Nevertheless it is well protected at the moment of detonation: 

neutrons and blast wave must pass through a long slant length of 

projectile wall before reaching any part of it. An important design detail is 

that pellets trailing the main cloud can be made to strike the interior of 

the expendable projectile, evaporating relatively cool plasma from its 

walls to fill it. This there is no open route for hot plasma from the fusion 

explosion to escape. 

The sacrificial projectiles are made cheaply and continuously by tapping 

the circulating molten lithium and pouring it into moulds. Tritium and 

unburned deuterium is recovered from the circulation, a simple separation 

as there is no other hydrogen present. A significant quantity of soot 

particles from the carbon used are also recovered, together with the very 

small quantities of high-z material incorporated in each hohlraum. 

At the inner side of the waterfall, each centimeter thickness of lithium 

intercepts ~1.5% of the total neutron energy.[14, Fig 6] A central void of 50 

cm radius ensures this alone is not sufficient to evaporate droplets from 

the inner side of the waterfall. The energetic plasma which the alpha-

particles from the fusion create from the hohlraum does evaporate some 

tens of kilos of lithium: however this vapor recondenses onto cooler 

droplets in < 0.1 second.[14] 

Total heat output is 1.2 GJ from fusion + 0.3 GJ from induced fission in 

the lithium + 0.1 GJ pellet kinetic energy = 1.6 GJ. From this 700 MJ 

electricity is generated, of which 200 MJ is returned to the accelerator to 

power the next shot. 10 detonations per second power a 5 GW net output 

power station. 

Future generation lasers of suitable type are unlikely to be more than 

18% efficient[11], so overall efficiency of the pellet system is better than 

lasers, despite the higher ratio of kinetic energy supplied to X-ray energy 

received by the capsule. Due to laser-plasma interactions, it is unclear this 

amount of energy could be provided by laser even in principle. 
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TABLE 1 Energy per detonation 

Thermal GJ 

Kinetic energy of pellets 0.1 

Fusion energy 1.2 

Fission in lithium waterfall 0.3 

Total 1.6 

Electricity generating efficiency x 0.44 

Gross electric output 0.7 

Returned to accelerator 0.2 

Net electric output 0.5 

 

2.4 Cost 

Electrical Engineering 

The largest cost element of the accelerator is the RF power MOSFETs: 

$1.5 billion to provide a 100 MJ kinetic energy input pulse, as calculated. 

Since duty cycle is low, power supply and cooling cost will be relatively 

modest.  Volumetric cost of raw materials for the accelerator tubes are 

~$80/litre for Rexolite insulator, ~$60/litre for virgin grade Teflon, 

~$60/litre for copper. Volume required is a few hundred litres per tube, so 

material cost is small compared to the MOSFETs. 

To allow for power supply, installation, control systems and ancillary 

equipment such as the feeder system and trajectory adjustment stations, 

total electrical system cost is nevertheless put at twice the MOSFET cost, 

$3 billion. 

Civil Engineering 

A building 1 km long is required to house the accelerator and ballistic 

flight section, comparable to that housing an airport travelator. Single-

storey industrial buildings typically cost ~$1,500/m2 footprint[15]. On this 

basis a building of average width 4m would cost $6,000/m. However the 
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building must run precisely straight and level for a kilometre: ground 

preparation cost may therefore be higher than normal. A double-track 

railroad on cheap land without geophysical complications costs[16] 

~$5,000/m. Total cost of the accelerator building including foundations 

and construction is therefore put at $10,000/m = $10 million, negligible 

compared to the electrical system. 

The capital cost per GW of a conventional power station is around[17]: 

$1.5 billion – coal-burning 

$1.5 billion – conventional hydroelectric 

$0.5 billion – gas turbine 

The lithium chamber and its associated equipment are assumed to replace 

a coal furnace and handling system of comparable or greater cost. The 

capital cost of a 5-GW fusion power station will therefore be ~40% 

greater than an equivalent coal-fired plant generating electricity from 

steam. 

However consumables cost will be negligible: carbon fibres 70 

tonnes/annum and deuterium 1.4 tonnes/annum (from 9 tonnes heavy 

water), as compared to 16 million tonnes coal costing $1.25 

billion/annum. The extra capital cost will be recovered in 2½  years of 

operation. 

Even more advantageously, existing coal-fired plants, which already have 

steam turbines, cooling towers and generators, can be retrofitted for 

fusion. Even if preexisting geographical constraints make it necessary for 

the entire length of the accelerator system to be housed in a tunnel, the 

additional cost of this will be only ~$30,000/m = $15 million.[16] An 

interesting alternative would be to place the accelerator in a 1 km vertical 

shaft with the lithium chamber at the base. The disposable projectiles 

containing the hohlraums could simply be dropped into the shaft. 
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Figure 5 Overall system dimensions 

 

Note that if 26 micron diameter Weldalite microspheres are used 

as pellets in place of carbon fibers, accelerator length increases by 

factor 4.5 to 1.6 km, and ballistic flight path by factor 8 to 4.6 km: 

however total cost is almost unchanged, as the MOSFETS can 

operate for longer, increasing the pulse energy output per 

MOSFET. The reduced MOSFET number offsets the extra civil 

engineering cost. 

 

360m 

Accelerator 

575m 

Ballistic flightpath 

Reaction 

chamber 
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APPENDIX: FORCE CALCULATIONS 

Maximum charge which can be placed on a mesoscopic object is limited by 

burst-apart due to self-repulsion. Pellet choices are compared in Table 2. 

Tensile strength safety factor 1.5 is assumed in each case. For the fiber, 

longitudinal stress is an order of magnitude greater than radial. 

 

TABLE 2 Pellet candidates (mass 0.2 micrograms) 

material strength 

GPa 

density 

g/cc 

diam 

µm 

length 

mm 

Charge 

nC 

Diamond UNCD 3.0 3.5 48 - 1.36 

Maraging steel 2.4 
yield 

8.1 36 - 0.69 

Al-Li alloy Weldalite 049-T8 0.69 
yield 

2.7 52 - 0.77 

Carbon fiber Toray T1000G
[4] 6.37 1.8 5 5.7 6.8 

 

Metal microspheres would be a viable choice: they can readily be made by 

spraying droplets which cool as they fall, the technique originally used to 

make ball bearings. Weldalite and maraging steel are suitable as they 

reach exceptional strength without cold working. However even including 

diamond in the options, carbon fiber performs better than any 

approximately spherical pellet of comparable mass, for reasons both of 

geometry – charge is spaced further apart – and high tensile strength. 

 

If the pellet is a sphere, charge will distribute itself evenly over the 

surface. The force calculation is then mathematically identical to the well 

known case of the self-gravity of a thin spherical shell. A point mass m at 

a distance R from the centre of a spherical shell of mass M experiences a 

gravitational pull of GmM / R
2 in the space outside the shell, and zero 

everywhere inside it. An average particle of the shell itself thus 

experiences GmM / 2R
2. The mass per unit area is M / 4πR

2, giving an 

inward surface pressure of GM
2 
/ 8πR

4. The corresponding outward pressure 
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on a spherical shell carrying charge Q is kQ
2 

/ 8πR
4, where k = 1/4πε0 This 

must not exceed the safely usable strength σ of the material, so maximum 

charge permissible is 5.3x10
-5

 R
2√σ. The mass of the sphere is (4/3)πR

3ρ, so 

the maximum charge/mass ratio is: 

    Q/M = 1.26 x 10
-5 √σ  

            Rρ 
 

 

For the fiber case, the corresponding calculation is done using a simple 

computer program. An interesting finding is that longitudinal tension does 

not tend to a limit as length tends to infinity, although it increases very 

slowly. This is because, analytically, the sum of a harmonic series is 

involved. The program is available on request from ColinBJ@gmail.com. 
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